
22C078 Homework 7: A Networked Simulator
due 21 April 2004 at 11:59pm

Instructions: for this homework, email your solutions (attaching programs and files) to me,

herman@cs.uiowa.edu

with [22C078] hw7 in the subject line; if you don’t put this in the subject line, my spam-killer
might destroy your email. For your convenience, the fileshoqave.py can be downloaded from the
course web site.

Problem 1: Compare Strategies

Suppose we have a deviceX that can intelligently switch requests towww.google.com to different
servers. There are three servers, each capable of responding to any request,S0, S1, andS2. Consider
three possible strategies for dealing with requests that arrive toX. Note: for the following, let variable
servers be the sequence[’S0’,’S1’,’S2’] .

1. X could choose a server at random, that is, by executing some statement like

output = random.choice(servers)

(random.choice is a Python function to select an item at random from a sequence.)

2. X could choose in a rotating order, that is by executing

i = (i+1) % 3 # increment i, modulo 3 => i is in [0,1,2]
output = servers[i]

3. X could try to select the “least busy” server. For this strategy, we suppose that requests sent to
servers already busy will queue up for that server. Some monitoring process samples the queue
lengths of all the servers at fixed intervals, say once every ten seconds. The definition of “least
busy” is then the server with the smallest current queue length (of course, if more than one
server tie for the smallest queue length, we can just choose one of them arbitrarily, by smaller
name, or any other criterion that is easy to implement). Note thatX cannot instantly sample the
current queue length of each server (because in reality, this would incur too much overhead).

The problem is to evaluate these different policies ofX by simulation and compare the result. How
can you compare the results? There are several ways to do this generally, but for this problem use
the following: measure the sum of the queue lengths of each of the three servers at regular intervals
and then compute the average for this sum. For instance, suppose we have the following “history” of
queue lengths for the simulation (this simple table shows only the queue lengths at times 10 through
80).
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t 10 20 30 40 50 60 70 80

S0 0 1 0 1 2 3 4 3
S1 0 0 1 2 2 1 0 0
S2 0 2 2 2 1 0 2 1
Σ 0 3 3 5 5 4 6 4

The average queue length is 3.75 for this history (the last row is the sum over the previous three rows,
and the average is based on the last row).

To solve this problem, you’ll need to extend the simulation code inshoqave.py , available on the
course web site. The code on the web site has only one serverS0, so you’ll need to generalize
it to have three servers. You’ll also need to change the logic of what happens when a request (or
“customer”) arrives to the head of the queue. In fact, for your simulation, there are effectively four
queues. First, there is a queue of requests arriving toX, and this queue is generated by an exponential
distribution. Once a request arrives toX, it is instantly put on one of three queues, forS0, S1, or S2,
as decided byX’s policy. The time each server takes to process a request is based on an exponential
distribution (just as it is coded inshowqave.py ). Some things to consider in programming:

• Each simulation run can produce different results; this is normal for simulations that use random
distributions, such as the exponential distribution for interarrival and service times. To make
the results of a simulation repeatable, I added the statementrandom.seed(1) before the
simulation (seeshoqave.py ) so that the random number generate follows the same sequence
of random choices in each execution.

• Use the vizualizer class not only to record queue lengths for evaluating a policy, but also for
providing the sampling needed in the third strategy of the switcherX.
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